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Abstract

Plankton,the marine organisms that form the basis of
aquatic ecosystems, are instrumental in identifying the im-
pacts of climate change on the biosphere, predicting harm-
ful algal blooms, and predicting fishery yields. Deep learn-
ing models can be leveraged to analyze plankton popula-
tions using plankton images. However, there are a number
different imaging systems that are used to capture images
of plankton, yet acquiring labels for each imaging domain
is prohibitively expensive. In this paper, we leverage do-
main adaptation techniques to classify images in new do-
mains (imaging systems) with limited labeled data. Us-
ing various real world datasets collected from NOAA and
Harbor-branch, we show the efficacy of our approach. Our
algorithm was able to outperform the set baselines on an
average by 2 to 3% (in 5-way 5-shot and 5-way 10-shot ac-
curacies). Our proposed alternate methodology on k-mean
clustering provides promising directions for future work.

1. Introduction

Plankton, a sentinel species for humans, are the base
of aquatic ecosystems, accounting for approximately 50%
of global primary production. The number and type of
plankton species in an area are useful for predicting fish-
ery yields, notifying the public of Harmful Algal Blooms
(HABs), identifying the impact of climate change on the
biosphere, and understanding global cycles of oceanic pro-
cesses. The National Oceanic and Atmospheric Administra-
tion (NOAA) [6] currently collects samples of zooplankton
and phytoplankton to predict fishery yields in the Bering
Sea, which as of 2019 resulted in a revenue of $1.8 Bil-
lion [3]. A team in Poland is active, year-round, manu-
ally counting and identifying plankton under microscopes,
to support fishery yield predictions. There are a number
of other organizations worldwide classifying plankton with
machine learning based methods to support the applications
listed above.

Most advances in deep learning have been the result of
more compute or data. We find it promising that this do-
main has a rapidly, nearly exponentially increasing amount

of plankton image data [5]. For example, refer to Fig-
ure 1 to see the growth of plankton images in the Ecotaxa
database [2] over the last few years. Furthermore, there are
a number of diverse imagining systems (used for collect-
ing plankton images) that produce perspective projections
of plankton species. Figure 2 shows the ranges of popular
plankton imaging systems, many of which overlap.

Given this background, the goal of our project is to lever-
age labeled plankton images across the different imaging
domains to support large-scale plankton classification. To
transfer plankton classification knowledge across domains
we set out to develop a single-source, single-target domain
adaptation based algorithm i.e., transfer plankton knowl-
edge from a plankton imaging system dataset with abundant
labeled images, to accurately assign labels to another having
a majority of unlabeled images (with few shots of labeled
examples). Based on the success of existing methods (and
since the organisms’ underlying geometric structures is cap-
tured through perspective projections regardless of imaging
system), we have reason to believe that the domain gaps
(between the two imaging systems) are reasonable enough
to produce performant models through domain adaptation.

2. Related Work

Lombard et al. provide an exploration of plankton imag-
ing systems and a 10 year vision with suggestions towards
a holistic ocean-wide plankton observation system [12].
Sosik and Olson [23] identify a set of hand-crafted fea-
tures such as, size, shape, symmetry, texture characteristics,
and orientation to classify plankton images using a support
vector machine. However, a lot of pre-processing and do-
main knowledge application goes into extracting informa-
tive hand-crafted features that can be infeasible. In [18]
Orenstein et al. use hand-crafted features identified [23]
to train a random forest classifier, and compare this manual
feature extraction approach with Convolutional Neural Net-
works (CNNs). The authors observed that a CNN trained
exclusively on plankton data and a fine-tuned CNN pre-
viously trained on ImageNet data outperform the random
forest classifier trained on hand-selected features. Simi-
larly, Nayak et al. [9] adopt a lightweight CNN – ShuffleNet
V2 [15] – that takes holographic images as input, operates
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Figure 1. A graph showing the rapid growth in the number of plankton images available on the Exotaxa website over the course of the past
few years [5].

Figure 2. The graph above shows size ranges of plankton that are
able to be imaged using a number of imagining systems [5].

in real-time, and has a 93.8% accuracy across 10 classes.
Furthermore, Lumini et al. [14] train an ensemble of CNNs,
introducing small variations in the original architecture, to
obtain 95.8% classification accuracy on the WHOI dataset
and 92.7% on Kaggle Plankton dataset. In [13], Lumini and
Nani tested a number of model architectures pre-trained on
ImageNet like AlexNet, GoogleNet, and DenseNet, aside
from ensemble of models, resulting in accuracies of 95% on
the WHOI dataset, 88% on the ZooScan dataset, and 94%
on the Kaggle dataset. This surpassed previous baselines

set by Zheng et al. [25] in which multiple kernel learning
was implemented to classify plankton images. Given the
success of deep residual networks, Li and Cui [11] adopt a
32-layer residual network to obtain 95.8% accuracy as part
of the plankton classification Kaggle competition 1.

A common challenge the research community experi-
ences in using Machine Learning (ML) based models for
plankton classification is the availability of labelled plank-
ton datasets. To circumvent this issue, Pastore et al. [20]
propose a methodology that classifies plankton species with
limited supervision. The authors combine an unsuper-
vised k-means clustering algorithm with an anomaly de-
tection algorithm, to accurately classify plankton images
using knowledge from a few labelled samples. Similarly,
Schröder, Kiko, and Koch introduce MorphoCluster that
helps human annotators increase efficiency of labelling
plankton images via unsupervised clustering. While super-
vision is used to trained a feature extractor, the clustering
does not leverage existing labels [22]. Apart from unsuper-
vised learning, domain adaptation and transfer learning are
also popular techniques that are adopted to transfer knowl-
edge from existing labelled datasets to new image sam-
ples. As mentioned before, we propose to use a domain
adaptation based approach to largely-unlabelled plankton
datasets bridging huge domain gap. The closest to our work
is the cross-domain few-shot model implemented by Guo
et al. [10] for plankton classification that trains a network
architecture in the source domain and uses meta-learning

1https : / / www . kaggle . com / competitions /
datasciencebowl/overview
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based fine-tuning to adapt the model’s learning to the tar-
get domain. Contrary to the Graph Neural Network based
meta-learning approach used in this method, we deployed a
knowledge distillation approach for bridging huge domain
gaps and work with real-world large datasets available from
NOAA and Harbour Branch.

3. Method/Approach
Supervised deep learning models require tons of labeled

datasets. Annotating datasets is a tedious, error-prone and
highly expensive task. Plankton datasets are particularly
difficult to produce labels for because identifying plankton
species requires expert knowledge, new plankton species
are often discovered, and a single species appearance can be
heterogeneous due to different data collecting imaging sys-
tems. A substantial training and annotation effort is spent
in analysing any existing dataset and thus, it would be op-
timal to leverage this large labeled base dataset and its su-
pervised model to infer new categories for a new dataset
or domain. As mentioned before, we define domain as
change in imaging system used to collect the plankton im-
ages. For real world application we have access to data
from NOAA and Harbor Branch [4]. For instance, in this
work we leveraged the Harbor Branch’s Holography imag-
ing system based phytoplankton labeled dataset (170k la-
beled datapoints) and adapt the representations of a classi-
fier trained on this dataset to a target domain like Scripps
imaging based unlabeled phytoplankton images (NOAA
dataset). Additionally, we did domain adaptation on pre-
viously studied datasets like Kaggle Plankton and WHOI.
To bridge the large domain gaps across these datasets used
the self-training for few-shot transfer across extreme task
differences protocol (STARTUP) as defined in [21].

Technical details: The method follows a self training
module to adapt representations learnt on a source domain
to a target domain. The method hypothesizes that the model
learnt in source domain can generate groupings on target
domain that can help in few shot fine-tuning. In detail, let
Db = {Xb, yb} be the large labeled dataset from one do-
main (or imaging system) where Xb ∈ Rn×m are the im-
age datapoints and yb are the class labels; Dt = {Xt} be
the unlabeled target domain dataset where Xt ∈ Rn×m,
but the distribution p(Xt) is different from p(Xb). Next,
build a teacher model (supervised classifier) trained on Db

by minimising the cross entropy loss. Using the trained
teacher model, generate soft pseudo-labels i.e., softmaxed
output probabilities for the unlabeled dataset (D∗

t ). Learn
a new student model that uses both source dataset Db and
unlabeled target dataset Dt, by minimising the combined
loss: (a) cross entropy loss on Db, (b) KL-divergence be-
tween Dt

∗ generated by teacher and D
′

t

∗
generated by stu-

dent model. Figure 7 captures the process described.
Alternate Method Details: We also experimented with

an alternate method of pseudo-label generation. In this
method, we used the trained teacher model to generate rep-
resentations for unlabeled target data (D∗

t ). Using K-means
clustering method, we group the target data representation
into K clusters. K clusters are equal to the number of plank-
ton image classes in target dataset. We hypothesized that
using a clustering algorithm helps induce groupings equiv-
alent to the target classes. Figure 7 captures the process
described.

To specify, we explored various permutations of source,
target imaging system pairs and analyse the domain gap that
can be bridged between them through the algorithms de-
scribed above.

Evaluation Procedure: After training the model, we
transfer the weights of the encoder and finetune a new clas-
sifier with k-shots of n-target classes (n-way k-shot support
set) and calculate accuracy for a given query set (size q).
This process is repeated for m number of episodes with
random support and query sets to account for randomness
and report the final mean accuracy with standard deviation.
We chose accuracy (and standard deviation) for evaluation
based on their common usage in prior works.

Baselines: For evaluating the performance of our
method, we compare it against various baselines: (1) Su-
pervised Baseline (Supervised): finetuning the model (en-
coder and classifier) with few shots of target dataset; (2)
Naive Transfer (Naive): finetuning a classifier with few
shots of target dataset, with encoder weights learnt from
source dataset; and (3) CDFM [10]: meta-learning method
that performs Cross-Domain Few Shot learning, similar to
our proposed method.

Implementation Details: The detailed model architecture
for Teacher-Student training has been explained in Figure.
7. The teacher model is trained with Resnet12 encoder and
a multi-Layer perceptron for 150 epochs, learning rate of
1e-3 and L2-reg of 1e-4. The trained encoder weights are
transferred and student model is trained with different target
datasets, learning rate 1e-4 and L2-reg of 1e-3. Finally, the
trained encoder and a single layer classifier is finetuned with
few shots of target data. The relevant loss graphs can be
seen in Figures 3, 4, and 5.

Data #images #classes Imaging system

Kaggle 30, 346 118 ISIIS [8]
WHOI 6, 599 22 IFCB [17]
miniPPlankton 1, 400 20 Optical microscope
NOAA 16, 034 38 Scripps [19]
Harbor Branch 169, 507 46 AUTOHOLO [16]

Table 1. Summarization of dataset characteristics.
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Figure 3. Loss Curve for Teacher model trained with Kaggle data

Figure 4. Loss Curve for Student model trained with miniPPlank-
ton data

Figure 5. Loss Curve for Student model trained with WHOI data

4. Data

In our project, we used a mixture of publicly avail-
able plankton datasets and real-world datasets (proprietary).

Figure 6. Problem setup. In the representation learning phase
(left), the learner has access to a large labeled “base dataset” in
the source domain, and some unlabeled data in the target domain,
on which to pre-train its representation. The learner must then
rapidly learn/adapt to few-shot tasks in the target domain in the
evaluation phase (right) [21].

Figure 7. Detailed architecture of our method

The publicly available datasets are actively adopted in
prior work on plankton classification [10, 18, 23], provid-
ing face validity of use and good benchmarks to com-
pare the performance of our models. Table 1 summa-
rizes characteristics for the datasets. For our domain adap-
tation methodology, we used four of these datasets as
source (Kaggle Plankton [11], WHOI [18], NOAA [6],
and Harbor Branch). For each choice of source dataset,
all the others were used as target domains. The datasets
primarily contain single-channel grayscale images. We
also went through the list of plankton classes to re-
move irrelevant or redundant class labels such as ‘un-
known blobs and smudges’, ‘unknown unclassified’, and
‘unknown sticks’. We pre-process images by applying Py-
Torch transformations, namely, Resize, CenterCrop, Ran-
domHorizontalFlip, and Normalize.

Brief description of our datasets:

• Kaggle Plankton [11]: This dataset was released as
training set for a Kaggle competition 2, collected and
labelled by Oregon State University’s Hatfield Marine
Science Center. It consists of 30, 336 plankton images,
categorized into 121 labelled classes. The images were
catured using the in-situ Ichthyoplankton Imaging Sys-
tem (ISIIS) [8], based on shadowgraph imagery.

• WHOI–Plankton [18]: This is a large-scale plankton

2https : / / www . kaggle . com / competitions /
datasciencebowl/overview
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dataset that consists of over 3.4 million expert-labelled
grey-scaled images. The labels range over 70 cat-
egories in total. Images are collected using the in-
situ Imaging FlowCytobot (IFCB) [17], developed by
the Woods Hole Oceanographic Institution (WHOI),
which has been continuously imaging plankton since
2006 (collected over 700 million samples till date).

• miniPPlankton dataset [24]: This dataset consists of
microscopic images of phytoplankton in Bohai. It is a
fairly small dataset containing 20 classes and 1400 im-
ages. The researchers note that the differences across
classes is minimal.

• NOAA dataset: The NOAA dataset consists of both
phytoplankton and zooplankton images. 74,793 im-
ages with 38 classes of zooplankton were captured
with the Scripps imaging system [7] at Puget Sounds.
217,455 unlabelled images of phytoplankton were col-
lected with a CPICS imaging system [1] in the Bering
Sea.

• Harbor Branch dataset: 500,000 labelled holograms
with around 50 classes and millions of unlabelled im-
ages captured with the AUTOHOLO, an in-situ au-
tonomous holographic imaging system.

5. Experiments and Results
Initial Experimentation: In this study we started our ex-

perimental analysis with Kaggle as the source domain, and
all other datasets as target domains. We provide results of
our algorithm (NoSS) and the three baselines (Supervised,
Naive, and CDFM) for this analysis in Table 2. As can be
seen, our algorithm outperforms the baselines with 5-shots
and 20-shots on the WHOI dataset and with 5-shots on the
Harbor Branch Dataset. This analysis made us question the
effectiveness of Kaggle as a source domain since even the
Naive baseline, which directly finetunes the target classi-
fier head on source encoder weights, was outperforming our
transfer learning based methodology.

Source Ablation: Seeing the performance on Kaggle, we
decided to perform ablation experiments with other datasets
as source: (1) WHOI (refer to Table 3), (2) NOAA (refer to
Table 4), and (3) Harbor Branch (refer to Table 5). It should
be noted that we do not report results for the CDFM baseline
with these source choices. This was because CDFM does
not (1) experiment with source datasets other than Kaggle,
and (2) release their code implementation/details publicly.

With WHOI as the source and all the other datasets as
the target, our method outperforms the baseline for all tar-
get datasets with 5-shots and 20-shots, as seen in Table 3.
This is also true with NOAA as the source dataset, as seen
in Table 4. With Harbor Branch as the source, our algo-
rithm only outperformed the baseline with WHOI as the

target and Kaggle as the target with 5-shots. These results
point to an interesting finding that the imaging system do-
main has an impact on how well domain adaptation based
algorithms perform. For instance, for each choice of source
domain, our algorithm obtained decent results with the tar-
get as WHOI, i.e., each choice of source resulted in good
adaptation to the WHOI target domain. From Figure 2 we
can see that the imaging system of WHOI, IFCB, covers a
good mid range of plankton image sizes. This makes the
WHOI a flexible and adaptable target domain.

Furthermore, we found our model to struggle in a few
cases with Harbor Branch as the source domain. Look-
ing through the dataset we observed that the images were
of very low quality compared to others. We believe that
this image quality issue (resolution of 2.3 µm per pixel) im-
pacted the learning of our teacher model, further impacting
transfer of knowledge to other domains.

Alternate Methodology: Using the K-means clustering,
we didn’t achieve a performance gain for Kaggle and WHOI
datasets as can be seen in Table 6. However, we achieved
a significant improvement of 2 to 5% for NOAA datastes.
This supports our hypothesis that grouping representations
into a number of clusters equivalent to the number of target
classes can support transfer learning. This approach has the
potential to offer more cohesive groupings or psuedolabels
to help with the few shot fine-tuning stage. Although the
k-means clustering approach provided performance gains
in some cases, this came with heavy computational costs.
The algorithm failed to provide results for Harbor Branch
dataset (as the target), given that the dataset is relatively
larger (approx. 10 times) than the others.

6. Conclusion

In this work, we deployed a knowledge-distillation
method to perform single source, single target domain adap-
tation for plankton image datasets across different imag-
ing systems. Through various experimentation and hyper-
parameter tuning, we achieved reasonable performance im-
provement for most of the target datasets. We also observed
and analysed relationship between different source and tar-
get imaging systems. Additionally, we experimented with
an alternate method of clustering the target representations
with k-means.

7. Future Work

Moving forward, we hope to explore more advanced
clustering algorithms, release our code and datasets, and
deploy our algorithms in the wild.

A few of the clustering ideas include: integrating se-
mantically meaningful nearest neighbors as a prior for
learning clusters, using using hierarchical agglomerative

5



Table 2. n-way k-shot (represented as n-k) accuracy of different frameworks with source as Kaggle and other datasets as target.

Model miniPPlankton WHOI NOAA Harbor Branch

5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%)

Supervised 20.40 ± 0.74 21.80 ± 2.03 20.40 ± 0.74 20.60 ± 1.12 20.00 ± 0.00 20.00 ± 0.00 23.60 ± 2.77 22.90 ± 2.47
Naive 35.46 ± 0.63 48.12 ± 0.69 59.31 ± 0.78 71.59 ± 0.68 57.50 ± 3.93 65.00 ± 4.72 51.20 ± 5.90 56.70 ± 5.20
CDFM 57.29 ± 0.52 64.56 ± 0.49 57.41 ± 0.58 62.37 ± 0.51 - - - -
Ours NoSS 33.04 ± 0.61 46.34 ± 0.69 60.68 ± 0.78 72.69 ± 0.65 52.40 ± 3.62 64.20 ± 4.09 53.20 ± 5.51 55.90 ± 5.92

Table 3. n-way k-shot (represented as n-k) accuracy of different frameworks with source as WHOI and other datasets as target.

Model Kaggle miniPPlankton NOAA Harbor Branch

5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%)

Supervised 21.22 ± 0.47 23.49 ± 0.17 20.40 ± 0.74 21.80 ± 2.03 20.40 ± 0.74 21.80 ± 2.03 20.40 ± 0.74 21.80 ± 2.03
Naive 58.49 ± 0.31 63.12 ± 0.79 50.19 ± 0.33 50.92 ± 0.49 49.11 ± 0.66 49.39 ± 0.52 48.11 ± 0.80 48.94 ± 0.26
Ours NoSS 60.26 ± 0.32 64.73 ± 0.69 51.18 ± 0.80 51.49 ± 0.62 52.46 ± 0.49 55.72 ± 0.82 48.62 ± 0.48 49.38 ± 0.70

Table 4. n-way k-shot (represented as n-k) accuracy of different frameworks with source as NOAA and other datasets as target.

Model Kaggle miniPPlankton WHOI Harbor Branch

5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%)

Supervised 21.22 ± 0.47 23.49 ± 0.17 20.40 ± 0.74 21.80 ± 2.03 20.40 ± 0.74 20.60 ± 1.12 20.40 ± 0.74 20.60 ± 1.12
Naive 41.22 ± 0.37 45.36 ± 0.72 37.23 ± 0.90 37.82 ± 0.11 44.29 ± 0.19 47.29 ± 0.43 33.29 ± 0.21 38.13 ± 0.30
Ours NoSS 43.29 ± 0.34 45.19 ± 0.39 38.98 ± 0.41 39.19 ± 0.26 45.77 ± 0.85 47.36 ± 1.02 33.59 ± 0.91 38.31 ± 0.82

Table 5. n-way k-shot (represented as n-k) accuracy of different frameworks with source as Harbor Branch and other datasets as target.

Model Kaggle miniPPlankton WHOI NOAA

5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%)

Supervised 21.22 ± 0.47 23.49 ± 0.17 20.40 ± 0.74 21.80 ± 2.03 20.40 ± 0.74 20.60 ± 1.12 20.00 ± 0.00 20.80 ± 1.55
Naive 40.00 ± 0.00 46.00 ± 0.00 35.90 ± 1.89 45.70 ± 4.35 48.40 ± 4.74 57.50 ± 5.13 66.45 ± 0.79 74.44 ± 0.72
Ours NoSS 46.00 ± 0.00 44.00 ± 0.00 35.70 ± 3.00 45.30 ± 3.04 51.10 ± 3.47 62.80 ± 4.40 64.73 ± 0.77 73.60 ± 0.69

Table 6. n-way k-shot (represented as n-k) accuracy of cluster based approach vs Ours NoSS with source as Kaggle and other datasets as
target.

Model miniPPlankton WHOI NOAA Harbor Branch

5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%) 5-5 (%) 5-20 (%)

Ours NoSS 33.04 ± 0.61 46.34 ± 0.69 60.68 ± 0.78 72.69 ± 0.65 52.40 ± 3.62 64.20 ± 4.09 49.90± 4.67 49.40± 3.88
Ours Clustering 33.54 ± 0.61 46.22 ± 0.69 35.71 ± 0.63 49.33 ± 0.70 57.15 ± 0.77 66.92 ± 0.71 - -

clustering (bottom-up or top-down), and using a combina-
tion of hierarchical agglomerative clustering (bottom-up
or top-down) and the forward pass psuedo-labels. Addi-
tionally, we hope to extend the current method to build
a single model that can generalize across all domains, to
avoid having to train a new model for each domain.

Since we worked with proprietary datasets, namely

NOAA and Harbor Branch, we believe that there is an
opportunity for us to build standardized plankton datasets
that follow COCO formatting. This dataset standardization
could make the the plankton datasets more readily available
for marine biologists and computer science researchers,
while also allowing for extension to more complex vision
tasks and hierarchical, taxonomic labels.
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Finally, we have taken initial steps towards deploying
these algorithms in the wild. We have contributed to a
proposal to NOAA for funding to deploy the Autonomous
Holographic imaging system (AUTOHOLO) as part of
the Great Lakes Real-Time Coastal Observation Network.
We envision a network of plankton imaging systems
performing classification on-device and streaming plankton
counts/classes to a global database.

8. Team Contributions
Refer to Table 7 for a summary of team contributions.
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